Making the Model Yours

Study transcript: full English script with concise Chinese companion explanations (302, IEZ
FENIX).

Slides marked as adapted come from Jun-Yan Zhu, CMU 16-726 Learning-Based Image Synthesis, Lecture 16
(technique) and Lecture 20 (art and society).

Opening

1. Making the Model Yours

Good evening, everyone, and welcome to Week 5 of AMCC 5160. Tonight's lecture is called Making
the Model Yours: adaptation, creative workflows, and authorship. Over the last four weeks we
looked at what generative models are and what they can do out of the box. Tonight we ask a
different question: what happens when you stop using a model exactly as it was shipped, and start
changing it — teaching it your character, your object, your style? And once you can do that, whose
work is it? A quick reminder before we start: Assignment 1 is due tomorrow, the thirtieth of
September, at 11:59 pm Hong Kong time. If you have questions about it, hold them for the break
and I'll answer them then.

WOBREE R GLERBAIREY: B, IFTERSEES M. sHIN] TR T EMEEARS
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2. Two tracks, one question

Tonight has two tracks, and they are woven together. The technique track asks: how do you teach a
model something it has never seen? We'll go from Textual Inversion, to DreamBooth, to Custom
Diffusion, to LoRA and adapters, and finish with why all of this now runs on a laptop. The practice
track asks: what happens to artists when models learn styles? We'll look at copyright and living
artists, at models that memorize their training images, at making a model forget an artist, and at
whose defaults a model carries. Both tracks are adapted from Jun-Yan Zhu's course at Carnegie
Mellon, 16-726, with thanks. After each block of technique, we'll stop and look at what it means for
artists.

SHAEMZIREANGER, AL NAHEEFERXEMRIEHNARA— MAXERE.

DreamBooth. Custom Diffusion, EILoRASIEEEE:, UM ARXLES EZMNSEETEEICABR iz
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3. Whose model is it?

Let me start with one question, and I'd like you to hold on to it all evening. Whose model is it? A
foundation model has seen billions of images, made by millions of people. You add twenty of your
own images and fine-tune it. What comes out — whose work is that? Let's do a quick show of
hands. Who thinks the output belongs mostly to the company that made the model? Mostly to
you? Mostly to the people whose images were in the training data? There's no right answer yet.
Remember where you put your hand, because we'll come back to this question at the very end,
and I'd like to see if anyone changes their mind.

BIEXNEEEES -G ERETE? MR ISHHZKER, MEMAE Sk
700E, ERNFRETE—EEQE. f, E2INFHIEFREIEE? AXEFRS, RELSRN
HMN=BR—R, EEEREARER L.

4, What prompting alone could not fix

Let's connect this to your own work. Many of you are finishing Assignment 1 right now, and I've
seen three problems again and again. First, drift: your character's face, costume or prop changes
from shot to shot. Second, sameness: everything has the same glossy, default Al look. Third,
absence: the thing you really want — your sketchbook, your street, your grandmother's teapot —
simply isn't in the model, and no prompt will conjure it. Each of these maps to a technique tonight.
Drift is solved by subject customization. Sameness is addressed by style adaptation. Absence is
solved by teaching the model a personal concept. Tonight is about moving from prompting a
model to shaping one.

BRAMIINEL—, RREBF=1EA: ZE—ABNK. IREERERXETHNENL; EF
— B EEEHEER—MIOBRERIN AR, BRE—FEEBENARA ((RNESA. (Re0E
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What a model cannot know

5. Large-scale text-to-image models - adapted from CMU 16-726 L16

Here's a quick recap of where we are. Large text-to-image models come in a few families: diffusion
models like DALL-E 2, Imagen and Stable Diffusion; autoregressive models like Parti; and GAN or
masked models like GigaGAN and MUSE. You've seen these in Weeks 2 to 4. | won't go back into the
architectures. The point of this slide is simply how good these general models have become: a
teddy bear on a skateboard in Times Square, raccoons reading a newspaper on a subway — all
from a sentence. So if they're so good, why would we ever need to change them?

PRIREIF: ABNEEREEGIET SRS (DALL-E 2. Imagen. Stable Diffusion). BE|/I&EE
(Parti) LA GANS#IE1EES (GigaGAN. MUSE), XKLNTHNERRZHAXLBAKREREBEZIF
BRA——WIEMEEERBIR EZERE, A, ATARFEEEBREN?
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6. Limitations of text-to-image models - adapted from CMU 16-726 L16

Because they have two bottlenecks. The first is linguistic. Not everything you can see can be
described in words. Try describing the exact line quality of your own drawing, or the precise face of
afriend, in a prompt. You can't. The second bottleneck is data. Many things are simply not in the
training set: personal things that aren't public, like your dog or your family's shop, and new things
that haven't been made yet — the character you are inventing for your film. For artists, these two
bottlenecks are exactly where the interesting work lives. What you want to make is usually
personal, specific, or new.

EANENER M. ESMM: HIFFMEESINAETSEANFmA, thilfRE S4FAIRK.
LRI RERAATINGET — DA, FAFHRA, UKRERFENELHKIKRE, WER
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7. Text-to-image isn't perfect: the moongate - adapted from CMU 16-726 L16

Here's a concrete example from Jun-Yan's lecture. Ask Stable Diffusion for a photo of a moongate.
On the left is what the model makes; on the right are real moongates. A moongate is a circular
gateway in a garden wall — very familiar in Chinese garden design, and you can find them here in
Hong Kong. The model's version is plausible but wrong. It doesn't really know the concept. I'd like
you to think for a moment: what is your moongate? What is something culturally specific, or
personal, that the model keeps getting wrong when you prompt for it?

51F: itStable Diffusion®m" BRI "MIRA. AOBEENER, AUREXNAR—FEE
MAERNERI TR, S8LELE. RENRAEMNSE, MHFER. B8 FN"AR"'ZE
fta? B AU ERERNANKRA, SREEZEHEAY?

8. Customization - adapted from CMU 16-726 L16

The solution is called customization. We take a handful of real images of the concept — here just a
few photos of moongates — and use them to update the model so that it learns this specific thing.
Note how few images are needed. We're not training a model from scratch on millions of images.
We're adjusting a model that already knows about gardens, walls, arches and circles, and showing
it how those pieces fit together in this one concept.

AR AU ER" . BOBEREREMER, LERSX AR, IRMEERRD—R
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9. The customized model - adapted from CMU 16-726 L16

After customization, the same prompt — photo of a moongate — produces something that is
clearly a moongate. And importantly, it is not copying any one of the training photos. It has learned
the concept. It can place the gate in new lighting, new gardens, new compositions. That difference,
between learning a concept and copying an image, is going to matter a great deal later tonight
when we talk about memorization.

EflziE, EFRNRRERENEENAR], MEFRERE—KIIERF —EEFEZTXME
2, AILUBER#IAAAMNMES, "FolS" 5" EREG "MK, HEIWIEEIZ EIEE
Ko

10. Unseen contexts - adapted from CMU 16-726 L16

Here's the real test: unseen contexts. A moongate in snowy ice. None of the training photos show a
moongate in snow. The customized model combines what it has just learned — the gate — with
what it already knew — snow, ice, winter light. This recombination is what makes customization a
creative tool rather than a copy machine. You teach the model one new word, and then you can
use that word in sentences it has never seen.

HIFAHIRERNINER: KEFNARE L. IAREBEEEXEFNT R, REEHEN"T]"5E
BH"E. k. LANL"EEER, XMEBAILERHRAMETR, MAZENN.

11. No knowledge of personal concepts - adapted from CMU 16-726 L16

Now a personal concept. This is Jun-Yan's dog, Stark. If you ask Stable Diffusion for a dark grey
weimaraner, you get a weimaraner — a perfectly good one — but it will never be Stark. A
description is not an identity. This is exactly the drift problem from your Al films: you can describe
your character in great detail, and the model will give you a different person who matches the
description every time.

PARR: RRKRERENAStarke WMAN"—RRRBHMIGR", BEKLM—RIBRILK, BXKIEFZ2
Stark. HERAFFHH—XIERFI—hAEZBHR,

12, Customization: V* dog - adapted from CMU 16-726 L16

After customization we can write V-star dog wearing sunglasses, and we get Stark, specifically,
wearing sunglasses. V-star is a new word we have taught the model. It doesn't exist in English;it's a
token whose meaning is: this particular dog. Keep this idea of a new word in mind. It comes back
directly in the first method, Textual Inversion, and later it becomes the trigger word you will see on
almost every LoRA you download.

EflfE, BITEIUE"§RHEAOVA", SRINERStark. V*EHINBLEENIND, BRR"XRE
ERA" FIEEXN RS, ESEXAREFERLI, WMEIRTHLoRARNEZIMMAE
I
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13. Multiple concepts - adapted from CMU 16-726 L16

And we can combine concepts: V-star dog wearing sunglasses in front of the moongate. Two
customized concepts in one image. For filmmakers this is the dream: your character, in your
location, in your style, shot after shot. It is also the hardest version of the problem, and we'll see
later tonight where it still breaks. Before we go into how any of this works, let's pause and look at
what customization means for the people whose work is being learned.

ERIEEHR: "SRRV ELEARBIE" . XNEHZMFERERRS —FHNAE. (FHF
= REINAE, BESkZiEfRF—2; EEBERRENER. THRREZR, KEEEFHNEFIN
BIFERIRE T 4o

Copyright and living artists

14. Copyrights - adapted from CMU 16-726 L20

This is our first practice block, and it's about copyright. I'll start with the same disclaimer Jun-Yan
uses: | am not a lawyer. Copyright is about human creators' rights, there are many diverse
opinions, and the legal landscape is changing month by month. What | can do tonight is help you
recognise the questions, so that when you customize a model, you know what you are stepping
into. Please don't take anything tonight as legal advice.

F—PEREEIT: M. MARERE—FEER HAZRM. MAKFALLIEEINF], WRE
B, EEMRHERREN. SBIENEEMRITARXLERD, MASRMEERE L,

15. Copyrighted content? - adapted from CMU 16-726 L20

Three kinds of content are at stake. First, copyrighted images, like news and sports photographs
from Getty Images. Second, company IP and logos. Third, the artistic styles of living artists — here
Greg Rutkowski, a fantasy illustrator whose name became one of the most common words in early
Stable Diffusion prompts. For this class, the third one matters most. It is also legally the least
settled, because in general a style on its own is not protected by copyright. Copyright protects
specific works, not a manner of working. And yet, for a living artist, a model that produces endless
work in their style can clearly feel like a loss.

WR=ZEAR: ZRIRIPHER (Getty ImagestIEABRE). ARFIRFNSINE. UNREHZ
AKBIXAE (WIFLIEEZRGreg Rutkowski) o E=ZXMARFEE, WEFBEH——KMS, X
RERZHRIRP, RFRIPFNEERKER. ENEHMZAREKKR, —MEXR~HEREIERATIR

BEAR—MRK,
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16. Ongoing legal battles (1) - adapted from CMU 16-726 L20

These are headlines from some of the landmark cases from 2023. Getty Images sued Stability Al,
the makers of Stable Diffusion, over the use of millions of its photographs in training. And a group
of illustrators filed a lawsuit against Stability Al and Midjourney, arguing their work was used
without permission. These headlines are from 2023, and these cases have moved on since then, so
I'd encourage you to look up where they stand today. The point for us is that the question of what
can be used for training is being argued in court right now.

XL 2023 FERIFE MR BIFIEIRE: Getty ImagesiifStability AMERE B KB IIZ;
—EHEB IR Stability AIFIMidjourney REFRIERAEEMR. XERGFIIEEEHRE, BNBTE
RERHIET. ERe: BERFIUATIR, EEEELESIS,

17. Ongoing legal battles (2) - adapted from CMU 16-726 L20

Two more headlines, showing both sides of authorship. On the left: Al-created images losing a
copyright test — in the US, images generated purely by Al have struggled to be registered, because
copyright requires a human author. So the output may not be yours. On the right: a model
reproducing a training image almost exactly. So the output may belong to someone else. Keep
both of these in mind as we now go back to the technique and see how customization actually
works.

SHONRNFERT T FESHNRE: AAIERNEGEREMLERSHRAEIS, ENRINERAZE
FE—EmAl e R E TR, MIERARIFREENIIGER —FmrIEBTIIA. FEXM
=, HAEIREARE D

Textual Inversion and DreamBooth

18. Which parts shall we customize? - adapted from CMU 16-726 L16

Back to technique. This is the central question of the technical half: which parts of the model shall
we customize? A text-to-image model has, roughly, two places you can change. You can change the
words — the text embedding that turns your prompt into numbers. Or you can change the picture-
maker — the large network, the U-Net or transformer, that actually generates the image. Each
method tonight is a different answer to this question, with different costs and different results.

EEFRAR, FABINZOE: NIZERIERENH—EL? ABEHLTR: —F1E", BER
TAEANBRFHOXARN;, Z2 "B, BEELEREBRIIU-NetsiTransformer, SEEAISTHTS L
XN REBIAREEZ
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19. Textual Inversion: optimizing a text embedding - adapted from CMU 16-726 L16

The first answer is Textual Inversion, by Rinon Gal and colleagues, published at ICLR 2023. Here the
whole model stays frozen. Nothing inside the image generator changes. We only learn one new
word — technically a vector in the text embedding space — so that when this word appearsin a
prompt, the model reproduces your images. Here's an analogy for the artists: you are not
retraining the painter. You are inventing a new name for something, which the painter already half-
understands, and teaching them what that name means.

F—MEEEXASRE (GalZ, ICLR2023): BEMREERALE, RESI—ME—XEBRATIE
FH— N EE —FEHMER TP S IIRNE G, H£Lb: RAREEHIIGET, mEA—
BEfEEFENABETHRZE, HFHEMXPIRFHE N

20. Textual Inversion results - adapted from CMU 16-726 L16

Here are some results. Once the new word is learned, you can recombine it with ordinary words,
just like any other word. Put the object on a beach, in a painting, as a toy. Because the model is
untouched, it keeps all of its general knowledge, and the new word just points it towards a region it
could already reach.

ZR: MFsE, JUGEBI—FS5EMAAS —REER L. BRCHE. MR, ENR
BASRAENRE, eRET2HEANIR.

21. Works well for artistic styles - adapted from CMU 16-726 L16

And here is something very important for this class: Textual Inversion works well for artistic styles.
Style is loose enough — colour, texture, stroke, mood — that a single learned vector can capture a
good deal of it. | want to flag this because it is exactly why style mimicry became so easy so quickly.
If one small vector can hold much of an artist's style, then anyone with a dozen images of that
artist's work can bottle it.

MEARBEEN—R XEREREGFIZARANE, RIREHB TN, —NREMEHRAED.
XERNEEFREEFEZHNER —ERARREH/UKEMZARROER, MAEEEXR"E
o

22. Cannot preserve object identity - adapted from CMU 16-726 L16

But Textual Inversion has a limit: it cannot preserve object identity. Here are the target images of a
particular cat, and the prompt S-star cat swimming in a pool. The result is a cat, but it's not this cat.
The details that make an individual recognisable are too fine to squeeze into one word. For a
recurring character in a film, that's not good enough.

BXRRETEREFMES G "FANSHE " EHNE—RE, IFEXRE, MAMFERARN, T
EEEHE—NME. WTFREFRELANEE, XEFB,
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23. How to improve identity preservation? - adapted from CMU 16-726 L16

So how do we improve identity preservation? If changing the word is not enough, we need to
change the painter as well.

BAMERA S HREE? NRIKFIE" T, MpI0E" B8 —iEEsL.

24, DreamBooth: fine-tuning all the weights - adapted from CMU 16-726 L16

That's DreamBooth, by Nataniel Ruiz and colleagues at Google, CVPR 2023. DreamBooth fine-tunes
all the weights of the model on your few images. The training objective is the same denoising loss
you saw in Week 3; we just apply it to your photos. I'll skip the equation. The problem is overfitting.
After training on a few photos of one dog, the model starts to forget what other dogs look like, and
its outputs lose variety. The fix is regularization: while training, you also show the model images it
generated itself of the general class — ordinary dogs — so it keeps that knowledge.

XriEDreamBooth (RuizZ, CVPR2023): AV EBERMIARENSENE, JILBIRS5E=HN
EIRBRAER, RESIME: RESTIEEMBIET, MhRESEE, RS ERENL—
NERERMAREREESERNELXER (FE8ph), teREREMIR.

25. DreamBooth results - adapted from CMU 16-726 L16

And the results are striking. The identity holds across very different scenes, poses and styles. This is
the ancestor of nearly every consistent character feature you see in today's image and video tools.
When a tool lets you upload photos of a person and then place them anywhere, some version of
this idea is usually underneath.

ZREBIRA:. BOEEATEANTR. ESMNEPERERT. SKRILFFABEEGSAMIAR
E’J”%@,—Eﬂlﬁulﬂﬁb, %Bﬁ'ﬁ XA | /LJ\EgO

26. DreamBooth applications - adapted from CMU 16-726 L16

DreamBooth also enables some creative applications. Text-guided view synthesis: show the
subject from the top, the bottom, or the back. Art renditions: the same dog painted in the style of
Van Gogh, Michelangelo or Vermeer. And property modification: the same dog, but crossed with a
panda, a lion or a hippo. Notice that the art renditions are exactly where the questions from our
practice block come back: whose styles are being used here, and does it matter that these artists
are long dead?

DreamBoothi®E—EEIRNA: XA45|IFHMAER (MLEH. TA. BREEHR). ZABIR (B
B KFARES. EXRABNE—R\). BHEER (5. W?\ AZER). ARZABIIE
YFOZISCERSAITRYRIE : ARIRIHAINE? XEZAREEIH, XBEEE?
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27. DreamBooth vs. Textual Inversion - adapted from CMU 16-726 L16

Here's DreamBooth and Textual Inversion side by side. DreamBooth preserves the subject far
better. A practical rule of thumb for your projects: if you want a style, a light method like Textual
Inversion can be enough. If you want a specific character or object to stay the same across shots,
you need a method that changes the model's weights.

DreamBooth5X A& EXLL: DreamBooth it FARIRIFIFEE., THELN: MREENNE, K2
FETIRERLEE;, MMRBILSEREIMHEELERF—H, MEERTERENEN S .

Memorized images and styles

28. Memorized training images - adapted from CMU 16-726 L20

Now our second practice block. Remember that DreamBooth overfits when trained on a few
images, and starts reproducing them. Here is the same phenomenon, but at the scale of the whole
internet. On the left is a real photograph of Ann Graham Lotz from the training data. On the right is
what Stable Diffusion generates from her name. It's almost identical. This comes from work by
Carlini and colleagues in 2023 on extracting training data from diffusion models. You can think of
memorization as overfitting that nobody asked for.

B LEEIT, DreamBoothA/VEERIIIGHNSEIMEHENEN]);, XERR—MREERNEEL
MIE_ FRRI, ARG EIEFANN Graham LotzIESLERE, AiLEStable DiffusionfRiE#bAY
BFEMRMER, NFE—E— (CarliniZ, 2023), BILUE"ZIZ"IBRAEAERIGTINES,.

29. How memorized images are found - adapted from CMU 16-726 L20

How did the researchers find these memorized images? In three steps. First, identify images that
are duplicated many times in the training data. Second, generate many images using the caption of
each duplicated image as the prompt. Third, match the generated images against the originals.
Many matched almost exactly. There is a lesson here for your own work: if your small training set
contains duplicates, or near-duplicates, your LoRA is much more likely to copy them rather than
learn from them. Curate your dataset carefully.

MRENARIBICIZHNES? =& HBIIGFEEFREEENESL; REMSENRTENITS
B, SRELX. RE/NFre—H. BR: NRMANUESEREESSEMEENER, R
LoRAEAIREEHITMARFE S, IRINEBEEHUES,
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30. Memorized style - adapted from CMU 16-726 L20

Memorization isn't only about individual images. It can also be about style. On the left, a painting
by Greg Rutkowski. On the right, Stable Diffusion's output for a painting of a boat on the water in
the style of Greg Rutkowski. It's not a copy of any one painting, but the style is unmistakable.
Rutkowski is a living illustrator, and he did not ask to become a prompt. Connect this back to the
Textual Inversion slide: it works well for artistic styles. So I'll ask you: is this homage, is it mimicry,
oris it something new?

BIZARR xR E G, HATREH M XIE. AR Greg RutkowskilEfE, AR "Greg Rutkowski
RAgHIK BB B AE R ER — AR EHIFE—IBE, BXIE—IREIY, RutkowskiZ7EHIREK,
MKRERE AR, XSHHM. &5, FERMRE?

31. Memorized instances - adapted from CMU 16-726 L20

And memorization can be about a specific individual. Here's Grumpy Cat, a famous internet cat.
Ask Stable Diffusion for what a cute Grumpy cat, and you get Grumpy Cat. In a sense, the model
has already been customized with Grumpy Cat, exactly the way we customized it with Jun-Yan's
dog — but nobody chose to do it. Famous characters and people are pre-customized into the
model, whether or not anyone agreed.

BIZ B ATREH IHHFEME. WMLLIEGrumpy Cat: HIN"—R A ERGrumpy’E", BEINFEGrumpy
Cat, EMENX L, BABEZK"EH"7TXRE—MERKINERREENH—, RBEENEEX
. ZERABMAYERTLEFHER, TIEREEARE.

Custom Diffusion

32. Fine-tuning all model weights: the costs - adapted from CMU 16-726 L16

Back to technique, and to the costs of DreamBooth. Fine-tuning all the model weights has three
problems. Storage: about four gigabytes for every concept. Compute: it needs a lot of GPU memory
and training time. And compositionality: it's hard to combine two separately trained models. If you
want ten characters for a film, that is forty gigabytes of models that don't talk to each other.

EIEJEAR, UKDreamBoothBIf: FiE—FNMSN46B; BH—FEREEEFMIIERT
8]; AEM— T2 INENERME L EH. NMR—FBREFTE+HIAE, ME40GBEFEENE
B,
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33. Analyzing the change in weights - adapted from CMU 16-726 L16

So Jun-Yan's group did a nice piece of detective work. After fine-tuning, which weights actually
changed the most? They measured the relative change in each type of layer: cross-attention, self-
attention, and everything else. The answer is clear: the cross-attention layers change much more
than the rest. You'll remember from Week 3 that cross-attention is where the words of your prompt
meet the image. That suggests we might only need to train those layers.

KERERAMME T — IS HIAEMENETUER? MR TRXCER. BEEHMNHE
ERNENEY, KMXERNBRZUTATHMES . FZHRT, XERHERRRASE
BAEBNM A —iIFRFIIGX LR,

34. Only fine-tune cross-attention layers - adapted from CMU 16-726 L16

And that's Custom Diffusion, by Nupur Kumari and colleagues, CVPR 2023. Freeze everything
except the key and value projections in the cross-attention layers — the orange blocks here.
Everything in blue stays frozen. The result is a much smaller update, faster training, and, as we'll
see, concepts that are much easier to combine.

XFh@Custom Diffusion (KumariZ, CVPR2023): SIIERZNFENPME (K) fE (V) B
(BHiEeE), HR2EERE (Hf), /5%, JIEER, BStUESZ4AE,

35. How to prevent overfitting? - adapted from CMU 16-726 L16

Overfitting still needs managing. After learning moongate, the fine-tuned model starts putting
moongates into every image of the moon — sky full of stars and the moon, blood moon. The fix
again is regularization images: real photos of related concepts, like the moon, included in training
so the model keeps its general knowledge. For artists, here's how I'd put it: what you leave out of a
dataset, and what you put next to it, matters as much as what you put in.

EMAENHRLE: 22"ARN"E, BREFRIEABIIBHMEXTASNER, BRREKRARE
MEWER —MANEXEEE WAR) NEKRR. WZARERKN: SEEPETHA. BZhmMHt
4, SHHERNARFEE,

36. Personalized concepts: the V* token - adapted from CMU 16-726 L16

How do we describe a personalized concept in the prompt? With the same V-star modifier token we
saw earlier, proposed by Textual Inversion. Custom Diffusion trains that new token together with
the small weight update. So Custom Diffusion is really Textual Inversion plus a light fine-tune. In
tools like ComfyUl and on model-sharing sites, you'll see this as the trigger word of a LoRA: the
word you must include in your prompt to activate what it learned.

AR TR N ABLR? FERXASREREAVHEIRIE, Custom DiffusioniBiXNria 5 /024X
FFEH—RIIG—BE T XA REMNEZEEHE, EComfyUIFIERSZEMIL E, XFHELoRARAEA
8. MG HETAA R EEFINAS.
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37. Single concept results (1) - adapted from CMU 16-726 L16

Some single-concept results. Here we have a few photos of a particular dog, and the result for V-
star dog wearing headphones. The identity is held, and the model can still place the dog in a new
situation it has never seen.

PSSR JUKERBNERE, £"S@EVNVA", SHEUERE, REUDEETRRH MRS
Eglﬁiﬁ,o

38. Single concept results (2) - adapted from CMU 16-726 L16

Another one: a watercolor painting of V-star tortoise plushy on a mountain. A personal object, a
soft toy, rendered as a watercolour and placed on a mountain. So we get identity and a new style at
once, from a model that was only lightly changed.

—MiF: "L ERNV BBEFTAEKERE" . — MAAYERERKEHBEL L —SH5HR
#%IEEDJL, TARE R T B e B

39. Results: a specific art style - adapted from CMU 16-726 L16

And a specific art style: painting of a dog in the style of V-star art, learned from drawings by Aaron
Hertzmann. Hertzmann is a researcher and artist who writes a lot about Al and art. So I'd ask the
room: what would you want to know, or to ask, before you trained a model on someone's drawings
like this? Hold your answers. The next practice block is about exactly this.

BFEZAXAME: MAaron HertzmannBIRZEFES]"VZEARARXMEHIE", Hertzmann2HREBEBRZA
xR, B ?EE?%:_FAI‘%ZKE’JYEO EHENANEMENGFER Z 8, FRSBTHENERATA? BRE
RNER, FT—1MEERPTERITHEX .

40. Two concept results: style + object - adapted from CMU 16-726 L16

Custom Diffusion can also merge separately trained concepts. Here, V1-star art style painting of V2-
star wooden pot: one concept is Hertzmann's drawing style, the other is a particular wooden pot.
The merging uses a closed-form optimization which I'll skip. For a film, the idea is: one small
adapter per character, one per look, combined at render time.

Custom Diffusioni®EEEH P FINGRIEEE: "VI*ERRKBHV2* AR E"—— P EHertzmanni &
BRI, — P ERENAZ, aHERAARML, XBRY, MBEEMS: S MAate—7NNEcE,
FHENXN—, BRNAES

41. Qualitative comparison (multi-concept) - adapted from CMU 16-726 L16

Here's a comparison for multiple concepts: V1-star flower in the V2-star wooden pot on a table.
Custom Diffusion, DreamBooth and Textual Inversion. Custom Diffusion keeps both the specific
flower and the specific pot. The others lose one or the other. Combining concepts is still the
hardest case.

ZHERNE: "2 EV2PREZFRMVI*E", Custom DiffusionEFRMRRZ THIENENZ, BINEMAE
MEXHE—, AEHNARKENER.
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42. Limitations - adapted from CMU 16-726 L16

An honest limitation: two similar subjects. A V1-star dog and a V2-star cat playing together: the
features get blended, and you might get two cat-dogs. If your Assignment 2 involves two characters
in one shot, expect to use the composition tools from Week 2 as well — ControlNet, regional
prompting, inpainting — rather than relying on customization alone.

BRR: AEMEES (VIZBERV2E—EE) SRKEHDRS, FFImR"ER" WREL=
N—NMEXHPERIMAS, BRTES, REREZHNMETA —ControlNet. KIFRTR. FHEFE

AN
o

43. Memory requirement - adapted from CMU 16-726 L16

Now memory. Each Custom Diffusion model takes about seventy-five megabytes, much less than
four gigabytes but still sizeable. Jun-Yan's group analysed the difference between the pretrained
and fine-tuned weights, and looked at its singular values — this curve. Almost all of the change is
concentrated in a few directions. That means the update is effectively low-rank, and can be
compressed a great deal.

FHEAE: S Custom Diffusiont&EEIZY75MB, th4GB/IMRZEBIARE . TGS HIEANEZ
ENFTRE (XFEWL) &AW, NFFRESUEDRELDHIANARLE—FfHAFR EEE/R, 7L
KiIgELE,

Making a model forget

44, Concept ablation - adapted from CMU 16-726 L20

Now our third practice block, and it's the mirror image of everything we've just done.
Customization teaches a model something new. Concept ablation makes it forget something. This
is again from Nupur Kumari and colleagues, in 2023 — the same group behind Custom Diffusion.
For artists, this is what an opt-out could look like inside the model itself.

B=NREEBTT, BAEATHRG: EFRBREZSHAR, HOHRIMRETICRERA
(Kumari, 2023, 5Custom DiffusionE—HIBA) o FEARZFKW, Xt BRI AEHY R EH "
FIRERYIEFo

45. Concept ablation: the goal - adapted from CMU 16-726 L20

The goal is simple. You type the same prompt, what a cute Grumpy cat, and instead of Grumpy Cat
you get a random, ordinary cat. The specific identity is gone, but the general concept — cat — is
kept. The model still works; it just can't produce that one thing.

BirRER: WABEFRN —RAZENGrumpylE”, [FENE—REENMENIE. BESHEXRT,
BE" XN —RESRE, BERETE, RRLTEERB—FRE,
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46. Concept ablation: intuition (1) - adapted from CMU 16-726 L20

Here's an intuition for how this works, without the maths. Picture everything the model would
draw for Grumpy Cat as a narrow hill — this green curve. All of its guesses are packed around one
specific appearance.

THHFNENR: BEEN"Grumpy Cat"SEIHNFIAERBRR—ERENN (FEfh%) —
PREBNEERE—MSEIINREE,

47. Concept ablation: intuition (2) - adapted from CMU 16-726 L20

Ablation reshapes that narrow green hill so that it matches the wider blue hill of any cat. After
ablation, asking for Grumpy Cat gives you the same variety you'd get from asking for a cat. It's done
with a small fine-tune — like Custom Diffusion, but pointing the other way. The original lecture has
several slides of equations here; we'll skip them.

THRBX R AR NIEER ERR BEERNEE . Z/FERGrumpy Cat, MERFES
BERIE —ENZEN, EBE—RIIRFHETT —®%Custom Diffusion, REAMMER. Fift
X PR ATUES X BT,

48. Ablating R2D2 (1) - adapted from CMU 16-726 L20

Here's a copyrighted character: R2D2. On the left, Stable Diffusion for the future is now with this
amazing home automation R2D2. On the right, the ablated model, which gives a generic
household robot. The prompt still makes sense, but the protected character is gone.

ZRRARIFRIAE: R2D2, AOREIERIRE KEB&R2D2" EHR2D2; A ERENREE H
— P EBRANEA. BTKRASE, BREIPFNABHERT,

49, Ablating R2D2 (2) - adapted from CMU 16-726 L20

Another R2D2 prompt: the possibilities are endless with this versatile R2D2. Again, the original
model draws R2D2, and the ablated model draws a different robot. The ablation holds across
prompts, not just for one sentence.

5—TR2D21ETR: "ThREZHFRIR2D2, FIREMEMR", RIGREIEHR2D2, JHRMER E S —FW123
Ao HEBSIRERNERR TERRERE, MANRT—aE,

50. Ablating Snoopy (1) - adapted from CMU 16-726 L20

Now Snoopy. A devoted Snoopy accompanying its owner on a road trip. The original gives the
cartoon character; the ablated model gives a real dog in a car. Let me ask you: is a model that can't
draw Snoopy a better tool for artists, or a worse one? Think about it from Charles Schulz's point of
view, and then from a fan artist's point of view.

SEEELL: "RIMASE S EEARRKIT . FEEEEHFBAR, FRREEHEREN—RER,
B — P ERHEERIEE, WEZARREFNTARZREERN? DAIMEEEF/RXMBEALIE
ENAEE—E,
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51. Ablating Snoopy (2) - adapted from CMU 16-726 L20

And another Snoopy prompt: a confident Snoopy standing tall and proud after a successful
training session. Original: the cartoon Snoopy, rendered in 3D. Ablated: an ordinary dog standing
on aroad. The character is gone; the dog and the scene remain.

SRR EREBEGIINESIL", RIGRELL HID-RBELSLL, HREALS Hik
AR SRR, AEREKXT, BHEREE.

52. Ablating Van Gogh (1) - adapted from CMU 16-726 L20

Now styles. Painting of olive trees in the style of Van Gogh. Van Gogh is in the public domain, so
nobody actually needs to remove him, but he makes the effect easy to see. The olive trees stay. The
swirling brushwork and the colours go.

KA. "RERARREER" . RSEREH#NAHE, HIRATEBRM, BMHILIMR—BTA
—HIETE, DERRRYERMBRIERT

53. Ablating Van Gogh (2) - adapted from CMU 16-726 L20

Painting of women working in the garden, in the style of Van Gogh. Look carefully at the zoomed-in
regions. What exactly was removed? Colour, brushstroke, composition? This is a useful way to
understand what a style is to a model: it's whatever changes when you take the name away.

"HENENEERSIEN T, FABERANXE: FRBRTHA? 6F. EREEHE? X2
B RN EABFRETA"NEFA L. EREEFERETUN, RERNE,

54. Ablating Greg Rutkowski (1) - adapted from CMU 16-726 L20

And now a living artist again. A painting of a boat on the water in the style of Greg Rutkowski — the
same prompt we saw on the memorized style slide. On the left, the original model; on the right, the
ablated model. The boat and the water are still there. The Rutkowski look is gone.

BRFIFEHZARR: "Greg Rutkowski XUgAIK E/E"—— 5" 212 K& "BR K LAT R MR IR . 7
AFIERE, RIAHERIRE: RAAIKIETE, RutkowskiBEIXIEKT o

55. Ablating Greg Rutkowski (2) - adapted from CMU 16-726 L20

Painting of a group of people on a dock by Greg Rutkowski. Here's the point I'd like you to take
away. Removing one name from one model is not removing the influence. Anyone can still train a
LoRA on Rutkowski's portfolio in an afternoon, using exactly the techniques from the first half of
tonight. So ablation is a useful tool, but it doesn't settle the ethical question on its own.

"Greg RutkowskiEIiEk EM—B¥N"s Bm: M—PMREPBBR—IEF, HAETBEREm. £
RIATRIASEAFE I RIRA, E— P TFAARutkowskifEmEiIZ—TLoRA, HRIZHE AR
TH, BEXSHAFEMRCERR,
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56. Ablating memorized images (1) - adapted from CMU 16-726 L20

Ablation can also fix memorization. This is a phone case design, New Orleans House Galaxy Case,
that the model kept reproducing almost exactly. On the left, the real image; in the middle, the
original model's outputs, which are nearly all copies; on the right, after ablation, varied designs.

HENEREEEICIZIEE . —RFHNRIKTWER N FREEEN. ZAREKER, PEZRERE
FeREF VAL, AR HEREZHELRRIT.

57. Ablating memorized images (2) - adapted from CMU 16-726 L20

And the memorized portrait of Ann Graham Lotz from earlier. The original model keeps
reproducing the one photograph. After ablation, it generates varied portraits. So the same tool can
protect an artist's style and a person's image.

ZEIHISIZE9ANN Graham Lotz [RIGREVRUTSMA—KERF, HRIEERSHENE K. F—
THRBERERIPZEARBINSE, WEERIPTATR,

58. Ablating a composition of concepts - adapted from CMU 16-726 L20

Finally, ablating a composition of concepts. Here the target is the combination kids with guns. The

goal is to remove that combination while keeping kids on their own, and guns on their own. This is

the mirror image of Custom Diffusion's multi-concept merging: instead of combining two concepts,
you prevent one specific combination.

HREESAS: BREBR ZRNaRF X—4AE, FAMREREN"ZF ML " XZECustom
DiffusionZ X & HATRE SRAGR TS, MERLEEMIEAS.

59. Other works - adapted from CMU 16-726 L20

For those of you who want to go deeper, here are two related papers: Erasing Concepts from
Diffusion Models, by Gandikota and colleagues, and Forget-Me-Not, by Zhang and colleagues. Both
are about making text-to-image models forget. They're good background if you're interested in the
technical side of artists' rights.

BRNT BHEF T FIRMEAERXIEX . GandikotaZhy (M BRI IZIRER) MZhangEH
(Forget-Me-Not), #MRXFiLXEEREBETHIMR, EEFANEAKIFIRARANE R,
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LoRA, adapters and speed

60. Compressing fine-tuned weights - adapted from CMU 16-726 L16

Back to technique for the last time. We saw that Custom Diffusion's update is low-rank. So we can
compress it: keep only the top directions of change. Keeping the top twenty percent of the rank
gives about fifteen megabytes, and even a rank-one update is around a tenth of a megabyte, and
still captures a lot of the concept. That's why these adapters are small enough to share as files.

Ex/a—/REIEHEAR, Custom DiffusionBIEFHZRIREY, FULATLUESE: RERBREBZHNTHTS R,
REAI20%RIFKLY15MB, BMER A IR ERBREL0.1MB, HEeHHRSRIARERD. Xl2iEhces
INERTLUE A D E IR R

61. Low-rank adaptation (LoRA) - adapted from CMU 16-726 L16

And this brings us to LoRA, Low-Rank Adaptation, by Edward Hu, Yelong Shen and colleagues, ICLR
2022. It was invented for large language models, and brought to diffusion models by Simo Ryu.
Here's an intuition: the original model is a huge sheet of numbers. LoRA adds a thin overlay made
of two skinny matrices multiplied together. You train only the overlay. Swap overlays, keep the
model. This is now the most common way that artists customize image and video models.

ALb5IHLoRA, 1EF#IEEE (Hu. ShenZ, ICLR2022), ERAANKESEEALEE, HSimo RyusIA
FRIEE, BN RERER—KEANMFR, LoORAE LESIN—EHM MK EMBRMAR &
R, QIIGXEEE, ER. FRE—XEBNSZAREFEGRSIIMRERE RN .

62. Low-rank adaptation (SVDiff) - adapted from CMU 16-726 L16

There are variations on this idea. SVDiff, by Han and colleagues, optimizes only the singular values
of the weight matrices, which makes the update even smaller and makes it easier to compose
multiple subjects, like a dog and a panda put together. You don't need to remember the details.
The general idea is: find the smallest change to the model that captures what you want.

X—RBRAFEE: SVDIff (Han%) RMUNERMENTRME, BME)N, WEFZFAHASE IR
(Gn¥aFnRedE) . ANEFCE, ROBEE: HEEXRI BTN/ IMER LT,

63. Optimization is too slow - adapted from CMU 16-726 L16

But every method so far needs training. Minutes at best, sometimes hours, for each concept. For
live performance, or for quick iteration in a studio, that's too slow. So can we skip the training
entirely?

BRBEFALENSMHFERFRNG—8MISELLDH, BREN, WFRGREHTEE
RRREIEN, XKIET. sESTEBIIILR?
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64. Image Prompt Adapter (IP-Adapter) - adapted from CMU 16-726 L16

Yes, with encoder-based methods. IP-Adapter, the Image Prompt Adapter, by Hu Ye and colleagues.
Instead of training on your images, an image encoder turns a reference picture into a visual prompt
in a single pass, and feeds it into the model's cross-attention alongside the text. It's instant, but
less faithful than a trained LoRA. Most reference image features in today's video tools work roughly
this way.

B, AETFRIEENTGE: IP-Adapter (BABIRTIEEE, YeF), EREMIER L%, MEH
ESHmDE—RMEBSEEFIRA " MRRT, SXEA—ERNEENZIXEEN. BREX, BF
INIZRIFBILORARESE, SIS TAHRK " SEE "ThRe AL LUIEMA X I IF.

65. IP-Adapter results - adapted from CMU 16-726 L16

Here are IP-Adapter results. A single reference image steers the new generations. And because it
enters through its own path, it can be combined with a text prompt, and with structure controls
like ControlNet from Week 2.

IP-AdapteriER: —iKBSEZES|ISHNER. BTEEMRIUIMNRNEE, ISR RURE Zi#
BControlNetFLEMITHILE S FEA,

66. Optimization + encoder (5-15 steps) - adapted from CMU 16-726 L16

And there's a middle way: optimization plus an encoder. An encoder gives a good starting point
from a single input image, and then only five to fifteen fine-tuning steps are needed, instead of
thousands. Here one photo of a person, and one of a cat, become an astronaut, a watercolour
painting, a charcoal sketch, and more. This work is again by Rinon Gal and colleagues.

EEFRAE: MAmEESE (GalF). wIBENRIKE R GHRFER, ARRF/SFISHHIA, M
FRETH. —KAGN—KIERIERA, MEEZEMFMR. KEE. RERESF.

67. Smaller changes, fewer steps, smaller numbers

Let me add one slide of my own on why all of this now runs on a laptop. Three ideas, and I'll keep
them at the level of intuition. Adapters: change less. LoRA trains a thin overlay, not the whole
model, so the file you share is small. Distillation: step less. A student model learns to do in a few
denoising steps what the teacher does in many, which gives near-real-time generation.
Quantization: store less. Keep each number in the model with fewer bits — like saving a photo as a
smaller JPEG — so it fits on a consumer GPU. For the technical students, Song Han's MIT course,
EfficientML.ai, Lecture 16, covers this properly.

HFE—IKFHECHILNTR . AT AX—IINSREERABRLIET? = 1TEM. Sisi—FE
D LoRARIIGTERR, DENXMHRN. ZB—FPHED: ZERBEZZANIERTHEMEE
REDHIIE, KIRERERER. EX—FRELD AEINESESIHNT, mGiEREE
RE/NBIIPEG, MMEFERRE R, RAERNRAFAISZHMBIMITIRIZEficientML.ais5 163,

AMCC 5160 - Lecture 05 - 18



68. Open or hosted? A creative trade-off

Now a practical choice for your projects: open model on your own machine, or hosted tool on the
web? With an open model in something like ComfyUl, you can train your own LoRA with full
control, your images stay on your machine, and your work is reproducible from the seed and the
workflow file — but you need setup and a GPU, and quality is usually a step behind the frontier. A
hosted tool is easy, often the best quality available, but your images are uploaded to a company,
training options are limited, and results are often not reproducible. One more thing: your workflow
file, your seeds and your model versions are also your documentation of Al use for Assignment 2.
Please save them.

DB PHERRER: AARREEZMEIEETR? AREKEE (f0Comfyul) AJUFERBEEMIIZK
LoRA, EIRBEAN, SMFNIEAXHAIEN, EFEREENEF, REEEERLG—T.
ETARRZA. REEARE, BERZEFAQTE. JIEHETER. ERETELEER. FiH,
REVITIERX M MFHREMRA BRI —PAERBRIIER, BESURE.

Provenance and bias

69. Content authenticity - adapted from CMU 16-726 L20

Our last practice block starts with provenance. Content authenticity means proving what is real:
recording how an image was captured, how it was edited, and how it was published and shared.
The Content Authenticity Initiative, linked here, is one effort to attach this record to images. For
your own work, this is the public version of documenting your Al use — the same idea as saving
your workflow file. We'll come back to provenance in Week 9.

RE—1REBETMN RRIER" iR, AFERMEREERTAREN: BREGMFTRE. W
wiE. WA SEE. REEELMEIN (Content Authenticity Initiative) #iZHE&RM LXFhid
R—TE 1. WRIBEHEMS, XBAERIERNAFRE, SEREILFAXGZER—TER.
BHHZEWIE.

70. Biases - adapted from CMU 16-726 L20

And finally, bias. Why does this belong in a lecture about customization? Because every base
model's defaults come from someone else's dataset. When you prompt without customizing, you
inherit those defaults. Fine-tuning on your own images is one of the ways artists can push back
against them.

REXREL. AtACBTRTEHN—H? BASTEMRENINRER KRB ANKES. T
MERI BRI, MR TXEIRINRTE; BECHERME, BZARMIXERNLENARZ

o
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71. Danger and ethical concerns: PULSE (1) - adapted from CMU 16-726 L20

Here's a well-known example from 2020. PULSE was a face super-resolution system: it takes a very
low-resolution, pixelated face, like this input image, and searches a generative model for a sharp
face that matches it when shrunk down. It produces a convincing, detailed face. The question is:
where do those details come from? They can't come from the input, because the input doesn't
contain them. They come from the model's training data.

—2020FHERGIF: PULSERARBOMRRYE, WMA—KIHERRIR, GERUHOAR, EE/K
RE PR —IKGE N5 2 LECHEMI AR, EREEANME L. RS XEATMBEFR? K
AIRERBHAN, ANBAFRERXERERE — el REER)IZEE.

72. Danger and ethical concerns: PULSE (2) - adapted from CMU 16-726 L20

And here is what that means in practice. The input is a pixelated photo of Barack Obama. The
output is a white man. The system tended to turn faces of people of colour into white faces. The
lesson isn't that one research system was flawed. It's that any generative model, asked to fill in
missing information, will fill it in with what was most common in its training data. And that
includes the models you're using for your films.

KiFER: MARREBSMGEURA, MHNE—RBASMN, ZRAGHETEEE AMNEFLE
B AEL. BIFREMARRAFRE, MEBEEAEMREEHERAESH, HAIIGIE
PR ENNABTREN— BB R R ERREL,

73. Bias in GAN models - adapted from CMU 16-726 L20

This study, by Maluleke and colleagues in 2022, looked at bias in GANs through the lens of race.
They compared the racial composition of the training data with that of the generated images. They
found that generative models can preserve or even amplify the imbalance in their training data —
they don't just copy it.

MalulekeF A2022F YR MM B EZRCGANFRIRI, LRI EES £ B RBIMIEIER, &
MEMREZRBEERK)IGEEPHRTE, MAUNEEFTE.

74. The truncation trick reduces diversity - adapted from CMU 16-726 L20

One reason is shown here: the truncation trick. It's a common setting that improves image quality
by pulling samples towards the average. But pulling towards the average also reduces diversity,
and the pie charts show the majority group growing as truncation increases. A technical setting
that looks purely about quality turns out to have a social effect.

RRZ—2 "8IS —fEd B AETYERREARGRENERIRE. BHRATHEDLS
BLOSEE—HERR, BEEELEE, SHEGENLFERES. —TMEMURXFRENKAR
B, mETHERMm.
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75. Bias in text-to-image models - adapted from CMU 16-726 L20

And in text-to-image models: images for the word manager are mostly white men in suits, and
images for Native Americans are mostly headdresses. Think back to the moongate at the start of
tonight: whose culture is missing, or flattened, in your model? And could your own carefully built
dataset correct it?

NEEERF: "R —AERNEGASEFAENEASE, "ENFER"ERHAZEPREKX
i EIRSERFLIARE]: (REVRERRASR T T RIS ? (R IRV EIESRES A IE

©?

76. Quick fixes or long-term solutions? - adapted from CMU 16-726 L20

Companies have tried quick fixes. For DALL-E 2, OpenAl changed how prompts are handled, so that
a photo of a CEO produces a more diverse set of people. The slide ends with a good question: are
these quick fixes, or long-term solutions? For artists, the long-term answer may partly lie in the
techniques from tonight: building your own data, and shaping your own models.

REISIHIREEE . OpenAlZIDALL-E 2B TIRTAESH, £ CEORRRA "EMESHFIIAR,
IR U—NFRBERE: XRREEBE, ERKIFRAGER? WEARRKY, KEELITFHITE
ToHmERA: WEECSHEE, BEESHRE,

Studio and discussion

77. Studio: propose a dataset of your own

Now it's your turn. We'll take twenty minutes for a studio exercise, and it's the starting point for
Assignment 2, due on the thirty-first of October. Propose a dataset of your own. One: choose fifteen
to twenty images that you made, or that you have the right to use — drawings, photos, stills from
your Al film. Two: decide whether you are teaching a subject, like a character or an object, or a
style. Three: write one caption and choose a trigger word. What did you choose not to label? Four:
name one image you left out, and why. Five: write one sentence on consent — whose work or
likeness is in this set? I'll ask two or three of you to share at the end.

MERIMRI]: 202N TEELS, HEFELT (10A31H&L) NER, RE—MEFRESH
RS —. E1SF20KRE CLIFNAENERNER —FHE. Bh. (Rl—NEE; —. REE
R (Bemiyt) E2—MNE; =. E—FKERRAHE— ML R —MREERIT
AA? W, RHIRRRRHN—KE R RRE; . A—aiERBEEERE: XM EEFEE TIEN
EmBEE? RERIER={IAF0E.
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78. Whose modelis it — now?

Let's go back to where we started: whose model is it now? Three questions. First: if a LoRAis only a
few megabytes on top of a model trained on billions of images, how much of the output is yours?
Second: a model can learn Greg Rutkowski's style, and it can be made to forget it. Who should
decide which? Third: would you share a LoRA of your own style, and on what terms? Let's do the
show of hands again. Did anyone change their answer from the start of the evening? Question two
is also close to the reflection on Reading one in Quiz 5.

BIFFkpmER: BTE, REEFE? =R — ﬁD%LoRA,\xEuIIéffﬂ:?ﬂl-i-TZET%E’J*E@ZJ:E’\J
JIMB, BHEZLVEFIR? . BERAUF=Greg Rutkowsklﬂ’J}—Hﬁ, WA UFHERS VAL
HIERRE? =. (IR EZECKXMEHLORAIE? R4BHA? BE—NRF, BREARE THLNE
£? X=NMa@EtEs BT INIENR B,

79. Three readings

Here are this week's three readings, and all three connect directly to tonight's slides. They're short,
and they balance art and technique. Reading one is for the art side: a 2022 MIT Technology Review
article about Greg Rutkowski, the illustrator whose name we saw on the memorized style slides. It
explains how his name ended up in so many prompts, and why he's worried. Reading two sits
between art and technique: the project page for Ablating Concepts, by Nupur Kumari and
colleagues — the method we used tonight to make a model forget Van Gogh, Greg Rutkowski and
Grumpy Cat. Reading three is the technical one: the project page for Custom Diffusion, the paper
most of tonight's customization slides come from. For both project pages, just read the abstract
and look closely at the figures. Quiz 5 is on the course site. And again: Assignment 1 is due
tomorrow at 11:59 pm.

KE=ZRIAESSSBMNLT R EZEX, RIEFK, SREREARFEM. #@iE— (2R): 2022F (#
BETERITIC) XTFHERZKGreg RutkowskitIXE—2"IBIZXAE " TIITHEFRRAMIZAR, X
SHRMN B FAREIMEARERTIEPR, URMAIBEWN, FIEZ (ER+EAR): KumariF A (#
SUHREL) WIMBTIE, SRR SIERS. RutkowskiflGrumpy Catiys7%, HiE= (3%
A): Custom Diffusiont9IETI@E, SEAZBAEHFLINTHEEBXEIEN. AMNETEREFEHE
HFHAEE, IURERIEML E, BXIEEE: Fl—BAR11:5981t,

80. Credits and sources

Finally, credits. The technique slides tonight are adapted, with thanks, from Jun-Yan Zhu's CMU
course 16-726, Learning-Based Image Synthesis, Lecture 16. The art and society slides are adapted
from Lecture 20 of the same course, Visual Forensics and Societal Impacts. The figures come from
the papers cited on each slide. The efficiency material draws on Song Han's MIT course. Thank you
all. Good luck with Assignment 1 tomorrow, and see you next week, when we move into video:
time, motion and cinematography.

Bt SHBREVRARLIT R EURBARRET FAEIBERAFIIRIZL6-726 (BTEINEGEM) $16
W, ZASHZEDNEEEREF20H (MEEBUESHEIFMm). BRRESLMTHFISIBE
X, MEEDSETEHRBIMITIRIZE BHSAR, REL—IRF], FTAFINENDSR: a6, Es5H
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